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Incivility is Rising among American Politicians on Twitter
Supplement
Overview
The Supplement presents full analyses the main study, along with methods and results of five
supplementary studies. We establish the validity of AI-scored incivility (Study S1). We then
examine whether metrics might play an active role in fomenting incivility by distorting negative
social reactions to incivility to appear as though the uncivil tweets were well liked (Studies S23). We also show that the elevated “retweeting” of uncivil tweets also has little to do with social
approval and is instead linked to their entertaining nature (Study S4). Study S5 then explores
trends in incivility in congressional speeches and presidential debates to test whether rising
incivility is limited to social media.
Table of Contents
Congressional Tweets ............................................................................................................................... 1
Presidential Tweets ................................................................................................................................. 12
Study S1: Validity of PerspectiveAPI ...................................................................................................... 13
Study S2: Many “Likes” Does Not Imply Approval 1 ............................................................................ 18
Study S3: Many “Likes” Does Not Imply Approval 2 ............................................................................ 20
Study S4: Many “Retweets” Does Not Imply Approval ........................................................................ 25
Study S5: Congressional Speeches & Presidential Debates ............................................................... 27

Congressional Tweets
We tested whether and why incivility is on the rise in the U.S. Congress in a sample of
Congressional tweets over an 11-year span. We further examined whether the rise is uniform
across the political spectrum, whether a number of potential covariates account for the rise, and
whether metric reinforcement explains the rise.

Methods
Covariates. We operationalized linguistic, political, and demographic covariates in the
Congressional Twitter sample to assess whether they explain apparent changes in incivility over
time.
Alternative measures of toxicity: swear words. To assess the robustness of trends in
incivility over time produced by PerspectiveAPI’s toxicity classifier, we used three other
previously validated measures of uncivil language. First, we analyzed the density of swear words
in each text using Linguistic Inquiry and Word Count’s (LIWC; Pennebaker, Booth, Boyd, &
Francis, 2015) built-in swear word dictionary. Word density scores reflect the number of words
that match any one of the words in the predefined dictionary, divided by the total number of
words in the text. The LIWC swear words dictionary contains 131 swear words and word stems,
which include moderately and extremely offensive terms (e.g., geek*, wuss, ass, milf*, piss*,
fuck, shit*). Swear words were rare (e.g., 99.7% of Congressional tweets were scored as having 0
swear words). To make results somewhat comparable across measures, we scaled scores so that
they could range from 0 to 100.
Alternative measures of toxicity: Uncivil words. We used the uncivil words dictionary
(Muddiman, McGregor & Stroud, 2019), which is functionally similar to the LIWC swear word
dictionary however the content of the uncivil words dictionary was curated to capture
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specifically uncivilwords (e.g., betray*, dishonest*, insan*, sham*, unaccept*) and was
validated by Muddiman et al. (2019). Uncivil words were rare (e.g., 96.6% of Congressional
tweets were scored as having 0 uncivil words).
Alternative measures of toxicity: Hate speech. We used a hate speech classifier
(Davidson, Warmsley, Macy, & Weber, 2017), which automatically classifies speech as hate
speech (0), offensive speech (1), or neither (2). We scaled scores such that 100 = hate speech, 50
= offensive speech, and 0 = neither offensive nor hate speech. Hate speech was rare (e.g., 99.5%
of Congressional tweets were scored as neither offensive nor hate speech).
Emotional tone. Incivility might be confounded with overall negativity. That is, uncivil tweets
might be more negative in their emotional tone than civil ones, and negatively valenced tweets
tend to receive more “retweets” than positive ones (Ferrara & Yang, 2015). To address the
possibility that any effects that we observe regarding incivility are not explained by more general
effects of emotional tone, we scored each text for its emotional tone (“compound” from Vader
Sentiment, Hutto & Gilbert, 2014). Emotional tone scores can range from -1 to 1 and reflect how
negative/pessimistic (lower scores) or positive/optimistic (higher scores) the statement is. We
scaled the sentiment scores to also range from 0 to 100.
Moral outrage. A related possibility is that incivility is reducible to the expression of moral
outrage whose effects on “retweeting” have already been established (Brady, Wills, Jost, Tucker,
& Van Bavel, 2017). To test whether language expressing moral outrage confound any incivility
effects, we analyzed each tweet for the level of moral outrage using the “shared” dictionary from
Brady, Wills, & Van Bavel (2018; words like “fight,” “war,” “greed,” and “punish”; See
moral_outrage.counts.py program on
https://osf.io/thnuk/?view_only=d461532681bc49569d4a8222fe209644. When analyzing tweets,
we used the raw moral outrage counts as the measure of moral outrage (following Brady et al.,
2017). We scaled the sentiment scores to also range from 0 to 100.
Partisanship. Highly partisan members of Congress might perceive their role to be to verbally
correct and neutralize the other side. We might therefore expect that partisan members of
Congress might use more uncivil language than their more moderate colleagues. Previous
research found that partisanship has increased over time in U.S. Congress
(https://voteview.com/parties/all). Therefore, partisanship might confound any observed rise in
incivility over time. To test for this possibility, we operationalized the partisanship of each
member of the U.S. Congress with DW-Nominate dimension 1 scores (Lewis et al., 2019). DWNominate relies on multidimensional scaling on the roll call votes in Congress to provide each
politicians’ ideal point estimates. These points are comparable between branches of government
and over time. They range from negative scores (liberal) to scores near 0 (moderate) to positive
scores (conservative). We computed partisanship scores as the absolute value of DW-Nominate
scores and then computed z-scores so that other variables in our analyses would reflect their
effects within the populated range of partisanship.
District safety. In electorally safe districts, members of Congress might feel confident that they
will win the general election. Their challenge as politicians is to win primary elections. Uncivilly
attacking the other side might signal to the party faithful that the candidate is a loyal defender.
Therefore, we might expect that incivility would be higher in safer districts and that reactions to
it might be generally more favorable. To test this, we gathered data on all of the results from
midterm elections for the House of Representatives from https://graphics.reuters.com/USAELECTION-RESULTS-GRAPHIC/0100813V22J/index.html?exitpoll=true#section/house,
https://www.nytimes.com/elections/2014/results/house, and
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https://www.nytimes.com/elections/2010/results/house/big-board.html and took the share of the
popular vote that the winning candidate earned (M = 65.70%, SD = 12.41%) as a measure of
district safety. We then computed z-scores.

Results
Metric exhibited skewed distributions (see Table S1) so we applied log transformations to
remove the skew prior to analyses.
Table S1. Descriptive statistics of tweets by members of the U.S. Congress sample.
Minimum

Maximum

M

SD

Skew

Retweets

0

654,152

111.140

1,370.319

130.401

Likes

0

1,339,670

340.150

4,190.749

73.798

“Likes”-per-“Retweet”

0

1440

4.678

13.809

15.584

Incivility

0.1

97.9

13.5

10.2

2.096

Retweets

-1.000

5.816

0.568

0.970

0.361

Likes

-1.000

6.127

0.781

1.148

0.212

“Likes”-per-“Retweet”

-4.640

3.158

0.214

0.657

-0.593

Metric
Original Metrics

Log-Transformed Metrics

The central finding that incivility, as operationalized by PerspectiveAPI, increased in the Twitter
feeds of members of Congress, conceptually replicated in analyses of hate speech, uncivil words,
and (marginally with) swear words (which might be explained by the severe floor effect in the
latter measure). These findings provide robust evidence that incivility is rising among American
politicians on social media.
Table S2. The rise of incivility in U.S. Congress was robust across four linguistic measures of incivility. All predictors were scaled
to range from 0 to 100 and time was measured in years. Effects are unstandardized estimates from multilevel models with 95%
confidence intervals in brackets.
Change over Time
Dependent Variable

B [95% CI]

Hate Speech

0.078 [0.071, 0.085]***

Swear Words

5´10-5 [2´10-6, 1´10-4]†

Uncivil Words

0.020 [0.018, 0.022]***

Toxicity

0.258 [0.247, 0.270]***

Moderation by political ideology and party. Some experts have suggested that the political right
is more uncivil than the political left (Lai, 2018; Mason, 2018). We find that the incivility on
Twitter increased across Democratic and Republican, as well as more ideologically moderate and
extreme, Congresspeople. However, incivility among Democratic and more liberal
Congresspeople rose more quickly than among Republican and moderate or conservative
Congresspeople. By 2019, Democrats were more uncivil than Republicans.
For this analysis, we included only Democrats and Republicans. We once again used a multilevel
model approach, with random intercepts for each Twitter handle. Predictors of incivility were
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time (recentered at the mean of August 2016, and in units of years), party (1 = Republican, -1 =
Democrat), partisanship (z-scores), and their interactions.
Table S3 shows how we again found a positive effect of time (incivility rose on Twitter), party
(Democrats were more uncivil than Republicans), and partisanship (partisans were more uncivil
than moderates), along with all higher order interactions. To test whether incivility rose within
each party, we computed time ´ partisanship full factorial models for each party. For each party,
we observed main effects of time (incivility was on the rise on Twitter) and partisanship, as well
as interactions. We therefore recentered the partisanship variable at +/- 1SD from the M and
reran the time ´ partisanship analyses, taking the main effect of time as the unstandardized
estimate for each level of partisanship. These analyses revealed that incivility increased among
all political groups (liberal and moderate Democrats and conservative and moderate
Republicans). However, the greatest rise was found on the political left. In rank order of rate of
increase, incivility increased the most among liberal Democrats, followed by moderate
Democrats, and then moderate Republicans, and finally conservative Republicans.
Table S3. Results from multilevel models testing whether incivility has increased over time on Twitter and whether the rate of
increase has differed between Democrats and Republicans of varying levels of partisanship. Partisanship scores were
standardized (z-scores). Time was recentered around the mean and in units of years. Party was effect coded as -1 (Democrats)
and 1 (Republicans). Independents were excluded from this analysis. To test for effect of time for moderate and partisan
Democrats and Republicans, we recentered partisanship at +/- 1 SD from the M, re-ran the Time ´ Partisanship model and took
the effect of time as the simple slope for that particular political demographic. Numbers in brackets represent 95% confidence
intervals. †p < .10, ** p < .01, *** p < .001.

Predictor of Incivility

All Tweets
(N = 1,279,834)

Tweets about Trump Removed
(N = 1,213,071)

All Democrats and Republicans
(Intercept)

13.504 [13.309, 13.699]***

13.159 [12.98, 13.338]***

Partisanship

0.997 [0.808, 1.186]***

0.837 [0.664, 1.011]***

Time

0.285 [0.272, 0.298]***

0.192 [0.179, 0.205]***

Party

-1.207 [-1.402, -1.012]***

-0.917 [-1.096, -0.738]***

Partisanship ´ Time

0.039 [0.025, 0.052]***

0.014 [0.000, 0.027] †

Partisanship ´ Party

-0.363 [-0.552, -0.174]***

-0.238 [-0.412, -0.065]**

Time ´ Party

-0.211 [-0.224, -0.198]***

-0.141 [-0.154, -0.128]***

Partisanship ´ Time ´ Party

-0.079 [-0.093, -0.065]***

-0.059 [-0.073, -0.046]***

14.713 [14.427, 14.999]***

14.079 [13.837, 14.321]***

Partisanship

0.496 [0.473, 0.518]***

1.076 [0.829, 1.324]***

Time

1.361 [1.068, 1.653]***

0.333 [0.311, 0.355]***

Partisanship ´ Time

0.118 [0.093, 0.142]***

0.073 [0.049, 0.097]***

Democrats
(Intercept)

Republicans
(Intercept)

0.12295 [0.12029, 0.12562]***

12.24 [11.98, 12.501]***

Partisanship

0.00074 [0.00059, 0.00088]***

0.599 [0.363, 0.834]***

Time

0.00633 [0.00392, 0.00874]***

0.051 [0.036, 0.066]***

-0.00041 [-0.00055, -0.00026]***

-0.047 [-0.061, -0.032]***

Partisanship ´ Time
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Moderate Democrats
Time

0.378 [0.355, 0.401]***

0.260 [0.238, 0.282]***

0.614 [0.573, 0.655]***

0.406 [0.366, 0.447]***

0.114 [0.091, 0.138]***

0.097 [0.074, 0.121]***

0.033 [0.016, 0.050]***

0.004 [-0.013, 0.022]

Liberal Democrats
Time
Moderate Republicans
Time
Conservative Republicans
Time

Next, we tested whether the effects generalized across the House and Senate by conducting a
factorial multilevel model predicting incivility with party, time, and chamber (and their
interactions) as predictors. Table S3 shows how there was no effect of chamber, meaning that
neither chamber was more uncivil than the other. We also found a null Party ´ Chamber
interaction, meaning that the difference in levels of incivility between the parties was uniform
across the two Chambers. We did, however, find a Time ´ Chamber interaction such that the rise
in incivility was greater in the House than it was in the Senate. And a three-way interaction
qualified that effect, meaning that the emergence of incivility from Democrats (compared to
Republicans) over time has not been uniform in the two chambers.
To better understand the interaction, we ran Party ´ Time simple interaction models for each
chamber (see Table S4) and found that Democrats’ tweets were more uncivil than Republicans’
in both chambers, incivility was on the rise in both chambers, and Democrats’ greater incivility
(relative to Republicans’) grew over time in both chambers. These results suggest that incivility
on Twitter has increased in both chambers of the U.S. Congress.
Table S4. Tests of whether there have been mean level changes in incivility among Democrats and Republicans over time, and
whether the changes have differed between the House and Senate. The party variable was coded as -1 (Democrat) and 1
(Republican); Independents were excluded for this analysis. The time variable is in years, re-centered at the mean. The chamber
variable was coded as -1 (House of Representatives) or 1 (Senate). *** p < .001.
Omnibus

House

Senate

(Intercept)

13.225 [12.911, 13.539]***

13.339 [13.137, 13.541]***

13.114 [12.658, 13.571]***

Party

-0.860 [-1.174, -0.547]***

-0.739 [-0.941, -0.537]***

-0.983 [-1.439, -0.526]***

Time

0.218 [0.198, 0.238]***

0.257 [0.244, 0.269]***

0.179 [0.144, 0.215]***

-0.183 [-0.195, -0.170]***

-0.264 [-0.300, -0.229]***

Chamber

-0.115 [-0.429, 0.199]

Party x Time

-0.224 [-0.243, -0.204]***

Party x Chamber

-0.121 [-0.435, 0.192]

Time x Chamber

-0.039 [-0.059, -0.019]***

Party x Time x Chamber

-0.041 [-0.061, -0.021]***

Covariates. We find that the rise in incivility over time holds up even when controlling
for various demographic, political, and linguistic covariates, each of which may have shifted
over time and could have been confounding variables. Covariates included demographics factors
such as the gender, race, and age of the politicians. Political considerations included the degree
to which the politician was a partisan versus a moderate, and the degree to which their home
district was electorally uncontentious and therefore safe. Linguistic factors included the overall
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emotional tone of the tweet, the degree to which the tweet expressed moral outrage, and whether
or not the tweet mentioned President Trump.
Demographic Covariates. If certain demographic groups’ tweets are scored higher on incivility
(either due to some invalid bias and/or for more valid reasons), this could account for the
observed rise in incivility. We tested this shifting-demographics confound by testing whether
controlling for the effect of gender (1 = female, 0 = male), race (1 = black, 0 = non-black), and
age (z-scores) in three separate models reduced the rate of increase of incivility over time.
Gender and race did not help account for the increase. However, age did to a small extent, with
older members’ tweets scoring higher on incivility than those of younger members, B = 1.9, 95%
CI = [1.8, 2.0], p < .001, and the average age of members of Congress increasing over time, B =
3.1, 95% CI = [3.0, 3.2], p < .001. Thus, the greying of Congress partially accounted for the rise
of incivility (the incivility-time slope was reduced by 17%).
Political Covariates. Political polarization has increased in recent decades, with Democrats
shifting to the political left and Republicans shifting toward the political right in their policy
positions (Boxell et al., 2017). Rising ideological distance between the two parties and increasing
district safety could help account for the observed rise in incivility. We tested this political
polarization account by controlling for the effect of partisanship of members of Congress (zscores of absolute values of DW-Nominate 1 scores) and district safety in the most recent
midterm election (operationalized as the share of the popular vote, standardized) and observing
whether the rate of change of incivility over time was diminished in two separate analyses. No
such changes were observed (see Figure 2), meaning that political polarization appears to not
account for the rise in incivility.
Linguistic Covariates. The rise in incivility may be a by-product of a general decline in the
emotional tone of language (perhaps due to rising sadness or anxiety) and/or a rise in moral
outrage. Although it might seem that incivility and emotional tone would be strongly correlated,
their correlation (r = -.40 in tweets) is far from the conventional multicollinearity threshold of r =
.80. And moral outrage and incivility were only correlated at r = .17, meaning that there was
substantial independence (both conceptually and empirically) between incivility and moral
outrage/emotional tone. We therefore tested whether general changes in emotional tone or
specific changes in moral outrage account for the observed rise in incivility over time.
Paradoxically, while moral outrage increased over time, B = 3.79, 95% CI = [3.73, 3.85], p <
.001, so did the overall positivity of the emotional tone, B = 1.65, 95% CI = [1.60, 1.71], p <
.001. Holding emotional tone constant in a multilevel model made the rise in incivility even
steeper. That is, the rise in incivility was observed in spite of a generally more positive emotional
tone of tweets over time. Holding moral outrage constant in a multilevel model made the rise in
incivility approximately 43% less steep, meaning that the rise of moral outrage partly, but not
fully, accounted for the rise in incivility.
As we will observe and discuss in Study S5, President Trump’s tweets were more uncivil than
those of his predecessor and became more uncivil during his first three years in office. Members
of Congress may have responded to the President Trump’s tweeting, statements, and actions with
incivility of their own. To test the possibility that reactions to President Trump account for the
rise in incivility, we classified tweets by members of U.S. Congress as either mentioning
President Trump or not by creating a LIWC dictionary with the stems Trump*, Donald*,
@realdonaldtrump, and #Trump* and used it to code tweets dichotomously, as either having (1)
or not having (0) any mention of President Trump. Trump was mentioned in 5.25% of tweets
(see Table S5 for a breakdown by year).
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Table S5. Number of tweets that mentioned Donald Trump by year.
Year

Trump mentioned? (ntweets)
Trump not
Trump
mentioned
mentioned

% Trump
mentioned

2009

7,702

3

0.04%

2010

19,890

8

0.04%

2011

35,941

7

0.02%

2012

49,895

39

0.08%

2013

74,260

17

0.02%

2014

98,974

35

0.04%

2015

121,568

283

0.23%

2016

153,924

2,866

1.83%

2017

224,552

20,741

8.46%

2018

256,661

25,521

9.04%

2019

181,236

18,305

9.17%

If the rise in incivility was attributable to reactions to President Trump, we should expect to find
that tweets mentioning President Trump were more uncivil (M = 21.1, SD = 13.2) than those that
did not mention him (M = 13.1, SD = 9.8), and this was confirmed, B = 6.0, 95% CI = [6.0, 6.1],
p < .001. Controlling for mentioning Trump reduced the incivility-time slope by 32% meaning
that reactions to Trump helped but did not fully account for the observed rise in incivility.
Reinforcement learning explains the rise in incivility over time. Uncivil tweets were received
differently on Twitter than civil ones, with uncivil tweets receiving more “retweets” and more
“likes” than civil ones. This outsized reaction might have communicated to the tweet author that
their incivility was well-received and thus operantly reinforced the original uncivil behavior.
We tested whether uncivil tweets received more “retweets” and “likes” than civil ones. Finding
that the “likes” and “retweets” metric evidenced skewed distributions, we log-transformed them
prior to analyses. Multilevel models, with random intercepts for each Twitter account, found that
uncivil tweets received 10 times more “retweets” and 8 times more “likes” than civil ones (see
Table S6). The same pattern was found when including tweets by sitting members only. For all
subsequent analyses, we conservatively use the full data set.
Table S6. The effect of incivility on the three metrics (“retweets”, “likes”, and “likes”-per-“retweet”) from multilevel analyses. In
each analysis, there was a single predictor (i.e. incivility) of a single outcome (e.g., “retweet” count). All metrics were logtransformed for these analyses. Numbers represent order of magnitude increases resulting from incivility. *** p < .001

Outcome

Incivility as Predictor of Outcome
All Members
Sitting Members Only
(Ntweets = 1,284,124)
(Ntweets = 1,129,930)

“Retweets”

.01024 [.01012, .01036]***

.01072 [.01059, .01085]***

“Likes”

.00917 [.00904, .00931]***

.00950 [.00936, .00964]***

-.00106 [-.00116, -.00096]***

-.00122 [-.00133, -.00111]***

“Likes”-per-“Retweet”

The finding that uncivil tweets receive more “likes” and “retweets” seems to imply that uncivil
tweets were well received on Twitter. As we show, the validity of the “likes” metric is poor in
that the more the Twitter community dislikes a tweet, the more “likes” it receives (because the
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greater number of “retweets” of uncivil tweets drives up the exposure of uncivil tweets; see
Studies S2-3 for a full explanation). A “likes”-per-“retweet” metric might be a valid metric of
sentiment because it is not confounded with exposure and tracks positively with approval (in
both on- and off-Twitter samples; see Studies S2-3). Analyses with the “likes”-per-“retweet”
(approval) metric supports a different conclusion about whether uncivil tweets were genuinely
well-received: Uncivil tweets received 22% fewer “likes”-per-“retweet” as civil ones (see Table
S5). This finding suggests that despite the elevated “likes” count, the Twitter community actually
disapproved of uncivil tweets.
Rising reactivity to incivility. If the outsized reaction to uncivil tweets has grown over time, then
current members are receiving even more “likes” and “retweets” for their uncivil tweets than
they used to (relative to their civil ones). We find support for this notion that the incivility“retweet” and incivility-“likes” relationships have strengthened over time. The time variable in
this analysis was in years and re-centered at the mean (2016.81, which was in September 2016).
We entered time, incivility, and their interaction into a multilevel model (random intercepts for
each Twitter handle), predicting the number of “retweets”. And we did the same with the number
of “likes” as the dependent variable.
Table S7 and Figure 4 shows how reactions to incivility have generally become stronger over
time. Uncivil tweets (incivility = 100) received 1.66 times as many “retweets” as civil ones
(incivility = 0) in 2009 but 14.73 times as many “retweets” than civil ones in 2019—a 9-fold
increase in reactivity. And uncivil tweets received 1.29 times as many “likes” as civil tweets in
2009 but 7.88 times as many “retweets” as civil ones in 2019—a 6-fold increase in reactivity.
These results suggest that the reactions to incivility (in terms of elevated “retweets” and “likes”)
are a recent development. For the “likes”-per-“retweet” ratio, the overall trend has been that
uncivil tweets receiving fewer “likes”-per-“retweet” than civil ones, implying that the Twitter
community does not approve of incivility. However, this ratio has weakened slightly over time,
meaning that aversion for incivility is weakening over time.
Table S7. Reactions, in terms of elevated “liking” and “retweeting,” to incivility have strengthened over time. Numbers represent
the unstandardized effects of incivility, time, and their interaction on various metrics. Time is in years and recentered at the mean.
Each metric is log-transformed. Numbers in brackets represent 95% confidence intervals. *** p < .001
“Retweets”

Effect of Predictor on…
“Likes”

Predictor
Incivility

.00936 [.00925, .00948]***

Time (years)

.120 [.119, .121]***

Incivility ´ Time

.00093 [.00088, .00099]***

.00748 [.00737, .00759]***
.279 [.278, .280]***
.00105 [.00100, .00110]***

“Likes”-per-“Retweet”
(Approval)
-.00189 [-.00198, -.00180]***
.159 [.158, .160]***
.00012 [.00008, .00016]***

To test whether this increasing reactivity helps explain the rise in incivility, we calculated the
reactivity (incivility-“retweets” slope, incivility-“likes” slope) for each political party in each
year (e.g., Republicans in 2013). We then tested whether statistically controlling for this
increasing reactivity has the effect of diminishing or eliminating the rise in incivility over time.
We found that the “likes” metric explained 74% of the rise, and in a parallel analysis, the
“retweets” metric fully explained (and even reversed) the rise over time (see Figure S1). Thus,
Twitter metric reinforcement explained the observed rise in incivility over time.
Granger causality. The previous analysis showed that statistically controlling for increasingly
strong reactions to uncivil tweets had the effect of blunting or eliminating the observed rise in
incivility over time. The correlational nature of this statistical correction leaves open questions

8

Supplement

about whether the reaction precipitated the rise. The longitudinal nature of these data allows us to
examine whether earlier experiences with uncivil tweeting predicted subsequent changes in
incivility on the part of the tweeter. To illustrate the concept of this analysis, we use the “likes”
metric; the same logic applies to the “retweets” metric.
The reaction to incivility tended to be positive on average, meaning that uncivil tweets received
more “likes” than civil ones. However, we observe variation in the degree to which uncivil
tweets were “liked” more often than civil ones. The histogram in Figure S1 shows that, for the
modal tweet, there was a positive association between incivility and the number of “likes.”
However, there was a sizable number of times that members of Congress’ civil and uncivil
tweets received similar numbers of “likes” (“likes”-incivility slope = 0). And there were a
sizable but smaller number of instances in which uncivil tweet received many more “likes” than
civil ones.
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Figure S1. Histogram of the slope of (log-transformed) “likes” to the level of incivility in the 50 most recent tweets by members of
Congress. The “likes” metric being log-transformed means that a value of 0 means no effect and a value of .01 means a 10-fold
increase for uncivil (AI score = 100) versus civil (AI score = 0) tweets (=10100´.01). The mode being around .0075 means that at the
modal time, uncivil tweets received 5.6 times more “likes” than civil ones (=10100´.0075).
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If members of Congress learned from metrics, then during times when uncivil tweets received a
particularly large number of “likes” compared to civil tweets, the tweeter would have received
strong reinforcement, causing the politician to become even more uncivil in the next set of
tweets. In contrast, during times when civil and uncivil tweets received the same number of
“likes”, the tweeter would have received no reinforcement for their behavior, and there should be
no change in the level of incivility of the next set of tweets. Formally, therefore, variations in the
slope of incivility to “liking” in recent history should positively predict subsequent levels of
incivility. Figure S2 illustrates the concept that our analyses aim to formalize.
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Figure S2. Conceptual model for inferring whether Twitter metrics reinforced uncivil tweeting. If metrics (e.g., the number of “likes”
resulting from an uncivil tweet) has a reinforcing effect, then during times when uncivil tweets receive a lot more “likes” than civil
ones, we should expect an uptick in incivility in subsequent tweets. But when uncivil tweets are not liked more than civil ones, we
should expect less of an uptick in the incivility of future tweets.

We chose to use a 50-tweet window to balance competing considerations. One consideration is
human memory. It is unlikely that reactions to a tweet that happened 100 or 200 tweets ago
would have much if any effect on current behavior insofar as it would have faded from memory.
Thus, memory limitations motivate the use of a shorter tweet window. The competing
consideration is statistical. Longer windows produce more stable slope and mean estimates. If
estimates are unstable, then there will be a relatively large number of outliers in our analyses,
violating assumptions in statistical models, and potentially having an outsized influence on our
results. Even a window of 50 tweets yielded distributions that were skewed (see Table S7.
Examination of the histograms revealed that these skews were the result of a few outliers (382
out of 1.2 million, which were more than 7 SDs from the mean). Excluding these 0.03% of
observations yielded normal distributions (see Table S8). The window of 50, along with a few
exclusions, strikes a balance between empirical considerations regarding normality and the limits
of human memory.
Table S8. Descriptive statistics of learning analysis variables, both with and without outliers.
With Outliers (N = 1,212,955)
Metric

M (SD)

Range

Without Outliers (N = 1,212,573)
Skew

M (SD)

Range

Skew

Likes: Incivility Slope

-0.02 (11.43)

-6222.40 to 6.93

-490.13

0.0070 (0.0123)

-0.099 to 0.10

0.00

Retweets: Incivility Slope

0.20 (85.16)

-0.33 to 40346.72

450.14

0.0088 (0.0131)

-0.099 to 0.10

-0.06

Incivility

14 (4)

2 to 48

1.55

14 (4)

2 to 48

1.54

Future Incivility

14 (4)

2 to 48

1.53

14 (4)

2 to 48

1.53

Our Granger analyses found evidence of autocorrelation (coefficient a), and that after controlling
for autocorrelation, “retweet” and “likes” metrics had a reinforcing effect on incivility
(coefficient b; see Table S9). Following times that uncivil tweets received a particularly large
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number of “likes” and “retweets” relative to civil tweets, rises in subsequent uncivil tweeting
were the steepest.
Table S9. Politicians learned from their uncivil tweets receiving many “likes” and “retweets”. Analyses were Granger correlational
analyses in which the relationship (slope) between incivility and the resulting number of “likes” and “retweets” the tweet received
(in the 50 most recent tweets) predicted how uncivil the next 50 tweets would be, controlling for how uncivil the 50 most recent
tweets were. Analyses were multilevel models with random intercepts for each politician. Coefficients b in the table thus represent
the unstandardized effects of learning from recent events. The positive effects indicate that “likes” and “retweets” metrics had a
rewarding effect on incivility. Numbers in brackets are 95% confidence intervals; *** p < .001
Predictors of Later Incivility

Likes

Retweets

(Intercept)

9.141 [8.996, 9.286]***

9.124 [8.980, 9.269]***

a, Earlier Incivility (autocorrelation)

0.315 [0.313, 0.317]***

0.315 [0.313, 0.317]***

b, Earlier Incivility-Metric Slope

3.513 [3.204, 3.821]***

4.336 [4.047, 4.625]***

The 50-tweet window in the prior analysis is somewhat arbitrary. We therefore conducted similar
analyses with 30- and 80-tweet windows. We removed metric-incivility outliers (more than 3
SDs from the Ms), resulting in retention rates of 98.77% and 98.85% for the 30-tweet window
analyses (“likes” and “retweets” analyses respectively) and 99.06% and 99.94% retention for the
80-tweet window. Table S10 shows how similar Granger causal effects were found when using
30- and 80-tweet windows.
Table S10. Granger causality analyses with 30-tweet and 80-tweet windows.
30 Tweet Window
Predictors of Later
Incivility
(Intercept)
a, Earlier Incivility
(autocorrelation)
b, Earlier IncivilityMetric Slope

80 Tweet Window

Likes

Retweets

Likes

Retweets

9.982 [9.826, 10.138]***

8.461 [8.325, 8.597]***

9.952 [9.797, 10.108]***

8.471 [8.335, 8.608]***

0.252 [0.251, 0.254]***

0.252 [0.251, 0.254]***

0.252 [0.251, 0.254]***

0.252 [0.251, 0.254]***

2.96 [2.66, 3.26]***

7.32 [6.97, 7.67]***

3.27 [3.00, 3.55]***

6.82 [6.51, 7.13]***

Summary
We found that among members of the U.S. Congress, incivility increased over time. These
effects generalized across the political spectrum and generalized to both the House and Senate.
Various covariates did not substantially explain these trends. In contrast, the tendency for uncivil
tweets to receive many more “retweets” and “likes” than civil tweets did explain the observed
change over time in both mediational and longitudinal analyses.

Presidential Tweets
We tested whether presidential incivility increased over time, and whether the rate of change
differed between the two presidents (see Table S11 for descriptive statistics). For this analysis,
the time variable was in units of years and centered at the beginning of 2019. An OLS regression
analysis with Time, the President (1 = Trump, - 1 = Obama), and their interaction, predicting
incivility, yielded a positive effect of Time, B = 0.9, 95%CI = [0.8, 1.1], b = .195, p < .001,
consistent with the idea that presidential incivility increased over time on Twitter. We also found
a main effect of President, B = 4.5, 95%CI = [4.0, 4.9], b = .340, p < .001; President Trump’s
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tweets were more uncivil than those of President Obama. And we found an interaction, B = 1.0,
95%CI = [0.8, 1.2], b = .225, p < .001. The rise in incivility over time was greater for President
Trump, B = 1.9, 95%CI = [1.6, 2.3], b = .101, p < .001, than it was for President Obama, B = 0.1, 95%CI = [-0.2, 0.0], b = -.013, p = .231.
Table S11. Descriptive statistics of the tweets of by Presidents Obama and Trump (N = 17,483 tweets)
President Obama

President Trump

M

SD

Skew

M

SD

“Retweets”

1,450

10,958

62.131

20,298

11,923

6.622

“Likes”

1,718

8,837

44.091

86,340

43,124

3.012

“Likes”-per-“retweet”

4.918

47.162

19.235

4.362

0.766

1.590

13.4

7.9

1.824

21.5

15.5

1.127

“Retweets”

2.761

0.609

-1.927

4.242

0.289

-3.920

“Likes”

2.769

0.626

-0.175

4.874

0.313

-6.200

“Likes”-per-“retweet”

0.009

0.505

0.929

Skew

Raw Metrics

Incivility
Log-Transformed

Study S1: Validity of PerspectiveAPI
Does PerspectiveAPI’s incivility-scoring algorithm really anticipate whether people will
perceive a political tweet to be uncivil? Although it was trained on a large set of annotated texts,
its validity remains to be established publicly and independently.

Method
Participants. We recruited roughly equal numbers of Democrats and Republicans on
TurkPrime, a crowdsourcing website, using TurkPrime’s pre-screened party identification
measure. The final sample (N = 160) included 71 Republicans, 16 Independents, and 73
Democrats. The sample was 61% male, 70% white, and 38 years old on average (SD = 13). The
majority (79%) reported that they are on Twitter. Each participant received $1.00.
Procedure. Participants reviewed 20 randomly selected tweets (out of 40) and rated how polite,
positive, and opinion-based each tweet was. Collectively the participants made 9,597 judgments.
They then indicated how they would feel about their own tweets receiving various responses (to
assess how people respond to metrics; not analyzed here), reported demographics, and were
debriefed.
Tweets. The sample of tweets was from sitting Democrats and Republicans (not Independents)
that represented the full spectrum of incivility. We coded the level of incivility of each tweet in
Study 1 using PerspectiveAPI then randomly selected original tweets (no retweets) that had an
incivility score of 0, 5, 10, …, 85, 90, 95. Thus, there were 20 tweets by Democrats and 20
tweets by Republicans. We removed URLs and emojis. To avoid overtaxing participants, we
asked them to read and respond to a random sampling of 20 of the 40 tweets, in random order.
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They saw only the text of the tweet. They were not made aware of the name or party of the
tweeter or provided any context. The tweets are shown in Table S12.
Table S12. The tweets that participants judged in Study S1.
Tweeter
Date
Text
John Garamendi (D)

12 June 2019

Rep. Anna G. Eshoo (D)

11 September 2017

Denny Heck (D)

16 May 2018

Mark DeSaulnier (D)

25 February 2018

Anthony G. Brown (D)

05 April 2017

Rep. Gil Cisneros (D)

12 June 2019

Rep. Ilhan Omar (D)

05 February 2019

Rep. Joe Kennedy III (D)

04 September 2017

Chris Van Hollen (D)

14 September 2016

Dina Titus (D)

11 March 2019

Rep. Bonnie Watson
Coleman (D)

06 July 2018

Cicilline Press Office (D)

20 June 2017

Hakeem Jeffries (D)

01 May 2018

Ami Bera, M.D. (D)

27 April 2017

Jan Schakowsky (D)

28 May 2018

US Rep. Filemon Vela (D)

26 January 2017

Rep. Alan Grayson (D)

10 April 2015

Rep. John Yarmuth (D)

24 June 2019

US Rep. Filemon Vela (D)

26 November 2017

Incivility

Right now the Chairman of the Committee, Adam Smith (DWA), is providing an overview of the process and delivering
his introductory remarks.
Today and every day we remember and honor those who
demonstrated valor and courage, from the heroes on Flight
93...
Can you imagine being denied a financial protection because
you don't have the right paperwork? Our active duty
servicemembers deserve better. I'm asking Congress to
update the law so this stops happening.
Talked to @nbcbayarea about Congress’ inaction on gun
violence and the need for an open debate and vote to help
prevent future tragedies.
Judge Gorsuch has consistently ruled against minorities,
women, people with disabilities & workers. He isn't in the
mainstream
Today marks 3 years since the tragic shooting at #Pulse
Nightclub in Orlando. Today, I join my colleagues,
constituents, & fellow Americans in remembering the victims
of this massacre as we continue to fight for love &
acceptance for all. #LGBTQ
I will not bow down to hate or bigotry. I will not allow others
to treat me as a 2nd class citizen. I will stand strong with you
as we fight to protect all Americans in every community, no
matter their religion, race, ethnicity, sexual orientation or
gender identity.
It's a cruel hand that extends the American dream and then
steals it away. #DACA #DREAMers
We have a bipartisan #NoFlyNoBuy bill to stop suspected
terrorists from buying guns. @SpeakerRyan, let us vote!
#DoYourJob #CloseTheLoophole
By proposing that even more money be wasted on Yucca
Mountain, Trump has broken the promise he made to
Nevadans during his recent visit to Elko. Every dollar this
Administration tries to put towards the revitalization of Yucca
Mountain is another dollar down a rat hole...
So much for ‘civility.’ President’s continued attacks on Rep.
Waters are simply pathetic. She’s a tireless leader who fights
for the American people every day. Ultimately POTUS goes
on these mindless rants to distract from unpopular policies,
crony cabinet, and mounting scandals
It’s time for Republicans to #ShowUsTheBill and stop trying
to hide #Trumpcare from the American people!
The American people deserve to know whether or not the
President is a crook #FollowTheFacts
Majority’s plan punishes old, sick, & kicks millions off health
care. As a doctor, I’m going to fight this reckless bill.
#ProtectOurCare
Children are being cruelly ripped away from their mothers
because of YOUR policies Mr. President. The American
people can see through your shameless lies.
@POTUS continues to claim that @mexico will pay for his
ridiculous border wall. #TheBigLie #WALLternativefacts
Cheney, you nearly bankrupted the US, and you have blood
on your hands. Slither back into your hole.
Hey moron: the third line of the Iran Nuclear Deal guaranteed
just that. Maybe you should have read it before you tore it
up.
@washingtonpost What an idiot... Does @realDonaldTrump
foolishly think a border wall would have prevented 9/11,
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US Rep. Filemon Vela (D)

11 April 2017

Sen. Lisa Murkowski (R)

30 May 2019

Eric Cantor (R)

20 December 2013

Justin Amash (R)

27 October 2017

Judge Carter (R)

04 March 2015

Ted Poe (R)

19 June 2017

Raúl R. Labrador (R)

01 September 2015

Kevin McCarthy (R)

11 June 2019

Dr. Phil Roe (R)

19 March 2013

Lindsey Graham (R)

03 September 2013

Rep. Jody Hice (R)

24 October 2016

Brad Wenstrup (R)

28 April 2019

Rep. Doug Collins (R)

19 April 2019

Dana Rohrabacher (R)

25 August 2015

Diane Black (R)

22 October 2015

Tim Huelskamp (R)

10 September 2015

Rep. Don Bacon (R)

11 March 2019

Lindsey Graham (R)

01 August 2012

Dana Rohrabacher (R)

08 April 2015

Dan Bishop (R)

10 July 2019

Dana Rohrabacher (R)

12 June 2016

Charleston, San Bernardino, Orlando, Las Vegas, and
Sutherland Springs?
Spicer on Hitler… What an idiot
A dedicated professional who exemplified Southern
hospitality, Thad dedicated his life to his country and his
family, and was an inspiration to many. My condolences to
the Cochran family and their friends as they grieve the loss
and celebrate the life of our former Senator.
Many Americans had good health care that they liked and
could afford, but lost it due to ObamaCare.
Government spending keeps going up. What happened to
fiscal conservatism? Join me to discuss this and other
topics.
7.5 million people will lose healthcare subsidies thanks to
Obamacare. Its time for a full repeal of #Obamacare!
Our goal is to break the cycle of exploitation while restoring
the lives of these innocent women and children....
A history of mistrust, a risky agreement, false imprisonment:
I'll be voting NO on the Iran nuclear deal.
Chinese threats to restrict rare earth minerals should be a
wake-up call. These resources are essential to America's
technology and defense, and we shouldn’t have to depend
on China.
The biggest problem w healthcare in this country is cost. This
law does nothing to address that. #FWRoundtable
This is the most illogical military operation I have ever seen ramping up for war then backing off.
More proof that #Obamacare is a complete and utter
disaster. It's clear that this disastrous law is beyond repair.
I stand with members of the Jewish community, especially
during this Holocaust Remembrance Week. The shooting
yesterday in a synagogue in Poway, California is abhorrent.
Hate and anti-Semitism have no place in our world.
This is ridiculous. AG Barr gives Democrats unprecedented
accommodations, and they refuse them hours after Chairman
Nadler subpoenas those same answers. They’ve had 30
hours with the #MuellerReport and realize the more
information they actually get, the more bitter it tastes.
@DumbSci if Someone promotes the arrogant lie that 97% of
all scientists agree with AGW theory, then I guess that person
lacks credibility
As a military wife & mother I am appalled. @POTUS veto of
#FY16NDAA puts our national security & our troops at risk.
Shameful.
This is no deal. It is a gift to Iran. It is a gift to radical Islam. It
is a gift to all those who chant Death to America. #IranDeal
@PaulHammelOWH @GovRicketts Those comments were
absolutely vile and repugnant.
Sequestration is Latin for 'dumb politicians destroying
defense.'
@javalinarage those who claim that those who disagree must
be stupid or corrupt are talking about themselves
Dumb. Dangerous. Reckless. What say you
@McCreadyForNC?
@DriveLikeGW my how intellectual of U. Guess U R so
superior U can call those with whom U disagree assholes &
still think highly of Urself.
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Judgments. Participants judged each tweet along three dimensions. First, they rated how polite
each tweet was. Below the tweet text, a question asked, “How polite is it?” Reponses were on a
7-point scale anchored at -3 (extremely rude), -2 (moderately rude), -1 (slightly rude), 0
(neutral), 1 (slightly polite), 2 (moderately polite), and 3 (extremely polite). Agreement among
judges was high (ICC = .85). The second question assessed the overall tone of the tweet by
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asking, “How positive is the tone?” Responses were on a similar 7-point scale with the word
rude replaced with negative and polite replaced with positive. The third question assessed how
opinion-based the tweet was. The question asked, “Is it more opinion or fact based?” Responses
were on a similar scale, ranging from extremely fact-based to extremely opinion based. We
linearly scaled each measure so that they could range from 0 to 100 (with the -3 anchor
becoming 0 and the +3 anchor becoming 100).
Demographics. Along with age, gender, and race, participants reported their party identification
(Democrat, Independent, Republican), ideology (extremely liberal to extremely conservative on a
7-point scale), and whether they were on Twitter.

Results
Each participant judged 20 tweets. We modeled the relationship between human- and AI-scored
incivility with a multilevel model that included random intercepts for each human judge. We
then tested whether human-scored politeness correlated with AI-scored incivility and found that
it did in the manner predicted, B = -0.599, 95% confidence interval = [-0.627, -0.571], p < .001.
To estimate an effect size, we standardized (z-scored) human-scored politeness and AI-scored
incivility, yielding b = -.627. This result suggests that PerspectiveAPI accurately anticipates the
reactions of humans.
To test whether this accuracy was limited to Twitter users of a particular party, judges of a
particular party, both, or their combination, we included the Twitter user’s party and the judge’s
party (-1 = Democrat, 1 = Republican) in a full factorial model (we excluded Independents for
this analysis). The only significant predictor of AI-scored incivility in this model was judged
politeness (see Table S13), meaning that the accuracy of AI-scored incivility at anticipating
human judgments does not appear to be limited to or contingent upon the partisanship of either
the tweeter or the judge.
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Figure S3. Average politeness rating across all Democratic judges (left panel) and Republican judges (right panel) of 20 tweets by
Democratic and 20 tweets by Republican politicians that varied in how they were scored for incivility by PerspectiveAPI.
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Table S13. Predictors of AI-scored incivility.
B [95%CI]
Predictor of
Computer-Scored Incivility

All Tweets

Incivility < .40

(Intercept)

76.613 [74.795, 78.431]***

30.114 [28.407, 31.821]***

Judged Politeness

-0.601 [-0.629, -0.573]***

-0.160 [-0.184, -0.135]***

Twitter User’s Party

-0.339 [-1.867, 1.189]

1.229 [-0.479, 2.936]

Judge’s Party

-1.273 [-3.181, 0.634]

0.114 [-1.669, 1.897]

Politeness ´ Twitter User

0.003 [-0.024, 0.03]

-0.022 [-0.047, 0.002] †

Politeness ´ Judge

0.028 [-0.001, 0.057] †

0.000 [-0.025, 0.025]

Twitter User ´ Judge

0.964 [-0.636, 2.564]

-0.642 [-2.426, 1.141]

-0.002 [-0.030, 0.026]

0.013 [-0.013, 0.038]

Politeness ´ Twitter User ´ Judge
Note. † p < .10, *** p < .001.

The marginal politeness ´ judge effect suggests that Democrats’ politeness judgments tracked
11% more strongly with AI-scored incivility, B = -0.618, 95% CI = [-0.659, -0.577], p < .001, b
=.647, than did those of Republicans, B = -0.555, 95% CI = [-0.597, -0.513], p < .001, b =.581..
Noting that our sample of tweets spanned the full spectrum of incivility whereas the sample of
tweets in Study 1 clustered near the low end of incivility, we re-ran this analysis with only tweets
with AI-scored incivility < .40. The pattern of results was unchanged (see Table S11).
Next, we tested whether AI-scored incivility is reducible to negatively stated opinions by adding
judgments of tone and opinion judgments as predictors of AI-scored incivility. We found that
AI-scored incivility was associated with being seen as opinion-based, B = 0.146, 95%CI =
[0.118, 0.174], p < .001, and with a negative tone, B = -0.179, 95%CI = [-0.217, -0.141], p <
.001. However, politeness judgments still predicted AI-coded incivility, B = -0.427, 95%CI = [0.464, -0.389], p < .001, meaning that AI-scored incivility is not reducible to negative opinions.
Finally, we examined whether AI-scored incivility’s validity generalized to people who are and
who are not on Twitter. For this analysis, we included politeness judgments, whether (1) or not
(0) judges reported being on Twitter, and their interaction to predict AI-coded incivility. We
again found a strong effect of judged politeness, B = -0.649, 95%CI = [-0.710, -0.587], p < .001.
There was no effect of whether participants were on Twitter, B = -2.11, 95%CI = [-6.55, 2.33], p
= .352, nor was there an interaction, B = 0.062, 95%CI = [-0.007, 0.131], p = .076. However, AIscored incivility was a valid measure of politeness for people on Twitter, B = -0.584, 95%CI = [0.615, -0.552], p < .001, and for people not on Twitter, B = -0.659, 95%CI = [-0.718, -0.601], p
< .001. These results suggest that PerspectiveAPI is a valid and generalizable tool for measuring
incivility in political tweets.

Study S2: Many “Likes” Does Not Imply Approval 1
Does a tweet receiving many “likes” mean that the average Twitter user who saw a tweet
necessarily approved of the tweet? The goal of Study S2 was to test the validity of Twitter
metrics as indicators of observers’ evaluations in a sample of tweets by members of U.S.
Congress over a relatively long period of time (October 2014 – July 2019). We used the
sentiments of actual responses/comments to the original tweets on Twitter as a measure of the
Twitter community’s feelings about the tweet (Study S3 uses explicit off-Twitter judgments).
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We used software to code the emotional tone of the replies to tweets, with the original tweets
having been issued by members of Congress. We then tested whether the tone of the comments
predicted the three Twitter metrics—“retweets”, “likes”, and “likes”-per-“retweet”.

Method
Procedure. We collected 46,234 replies to 3,586 tweets issued by 363 members of Congress,
then used Vader sentiment (“compound” variable) to score the emotional tone of each reply on a
scale from -1 to 1. Emotional tone scores reflect how negative/ disapproving (lower scores) or
positive/approving (higher scores) a statement is.
Analytic Strategy. All three metrics (“retweets”, “likes”, and “likes”-per-“retweet”) evidenced
skewed distributions (see Table S14) so we performed a log transformation before standardizing
the metrics (z-scores). This standardization had the effect of making multilevel model estimates
tantamount to standardized effect sizes (bs) and thus comparable between analyses and studies.
We estimated effects within a 3-level multilevel model with random intercepts for each tweet
and each member of Congress.
Table S14. Descriptive statistics of Twitter metrics and reply sentiments in the samples of tweets by members of U.S. Congress
(Study S2).
Raw
Metric

M (SD)

Log Transformed
Range

Skew

M (SD)

Range

Skew

Sentiment

-0.05 (0.49)

-0.99 to 0.98

0.01

“Retweets”

1,705.13 (5,862.12)

0 to 83,609

6.31

1.83 (1.17)

-1.00 to 4.92

0.34

“Likes”

6,300.62 (21,001.92)

0 to 259,577

5.18

2.37 (1.15)

-1.00 to 5.41

0.47

“Likes”-per-“Retweet”

4.87 (11.93)

0.05 to 870

31.44

0.54 (0.29)

-1.30 to 2.94

0.85

Results
To observe the trends, we plotted the three metrics against reply sentiments in Figure S4. These
figures show how the tweets that elicited the most positive comments tended to receive relatively
few “likes.” They also received few “retweets”. In contrast, they received many “likes” per
“retweet”. Formally, the greater number of replies a tweet received, the lower the sentiment of
replies to the tweet, b = -.090, 95%CI = [-.115, -.065], p < .001. And as “likes” increased,
sentiment became more negative, b = -.079, 95%CI = [-.105, -.053], p < .001. In contrast, the
“likes”-per-“retweet” ratio correlated positively with sentiments, b =.034, 95%CI = [.017, .052],
p < .001. These results suggest that the “likes” metric may not be a valid measure of positive
sentiment and that a “likes”-per-“retweet” ratio might succeed in revealing the sentiment of the
Twitter community where the “likes” metric fails. An alternative interpretation is that people on
Twitter use the “likes” metric to express approval and the “reply” option to express disapproval,
and uncivil tweets tend to elicit more of both than civil ones. We therefore elicited explicit social
evaluations in Study S3.
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Figure S4. Average sentiments of replies to tweets that varied in their level of incivility.
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Study S3: Many “Likes” Does Not Imply Approval 2
The goal of Study S3 was to test whether people explicitly approve or disapprove of tweets that
happen to have received many “likes” using a sample of tweets by members of U.S. Congress.
We recruited a politically diverse panel of Americans off of Twitter to read and report their level
of approval toward 40 tweets by members of the U.S. Congress without knowing how many
“likes” or “retweets” it had received. We then tested whether their approval ratings correlated
with the two Twitter metrics (“likes”, “retweets”) and a “likes”-per-”retweet” ratio.

Method
Judges. The judges were 157 Americans recruited on Amazon’s TurkPrime. Because most
Mechanical Turk samples are predominantly liberal, we used responses to pre-screening
questions to recruit an ideologically diverse panel, with 56 liberals, 53 moderates, and 45
conservatives. Most participants (71%) reported that they were on Twitter. The sample was 64%
male, 76% White, and 37 years old on average (SD = 11). As each of the 157 observers rated all
40 tweets, there were 6280 judgments in total.
Procedure. Each judge reviewed 40 tweets with each tweet having been issued by a unique
sitting member of U.S. Congress; observers then indicated their level of approval toward each
tweet. They then completed a self-affirmation task to mitigate potential negative affect and
reported demographics.
Tweets. There were 535 members of the 116th Congress of the United States. To build a corpus
of stimuli (tweets), we randomly sampled 40 members of Congress and then randomly sampled
one tweet from each of the sampled members issued between May 1 – May 31, 2019. For each
tweet, we presented an image of the original tweet with the metrics (“likes”, “retweets”) hidden
from view. We opted to include 40 tweets to strike a balance between making the corpus
representative (the more tweets the better for this purpose) while avoiding overtaxing observers
who were to read and respond to all of them (fewer tweets is better for this purpose). Tweets
were presented in random order for each participant. For each tweet, we gathered metrics
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regarding the number of times the tweet had been “liked” and “retweeted” on Twitter, and then
computed a “likes”-per-“retweet” ratio.
Approval. The question asked, “How do you feel about this tweet?” Judges responded on an 11point scale anchored at -5 (extremely negative), -3 (negative), -1 (slightly negative), 0 (neutral), 1
(slightly positive), 3 (positive), 5 (extremely positive).
Demographics. Along with reporting gender, age, and race, participants reported their political
ideology, as liberal (scored -1), moderate (0), or conservative (1). They also indicated whether
they were on Twitter (scored 1) or not (0).
Analytic Strategy. All three Twitter metrics had skewed distributions so we log-transformed
each one to produce normal distributions (see Table S15). We then computed z-scores for each
metric and for judge’s sentiments. This standardization had the effect of making multilevel
model estimates equivalent to standardized effect sizes (bs) and thus comparable between
analyses and studies.
Table S15. Skewness statistics of Twitter metrics and judge’s sentiments in the samples of tweets by members of U.S. Congress
(Study S3).
Raw
Metric

M (SD)

Range

Log Transformed
Skew

M (SD)

Range

Skew

Approval

1.29 (2.89)

-5 to 5

-0.48

“Likes”

850 (1399)

20 to 6000

2.40

2.50 (0.60)

1.30 to 3.78

0.47

“Retweets”

247 (418)

8 to 2200

3.13

1.98 (0.59)

0.90 to 3.34

0.53

“Likes” per “Retweet”

3.89 (2.65)

1.22 to 16.65

3.12

0.53 (0.23)

0.08 to 1.22

0.61

Results
We estimated the association between each metric and judges’ approval using multilevel models.
We included random intercepts for each judge. The basic model (see Table S14) included only
Twitter metrics as predictors of approval in three separate models, one for each metric. Like in
Study S2, we found that the “retweets” and “likes” metrics correlated negatively with approval.
This means that disliked tweets were “retweeted” and “liked” more than liked tweets.
Counterintuitively, the more “likes” a tweet received, the more negative research participants
reported feeling about the tweet. To illustrate these results, we plotted each metric against the
average approval across all judges in Figure S5. Unlike the visible metrics, the “likes”-per“retweet” metric correlated positively with judges’ approval, meaning that the “likes”-per“retweet” ratio appears to be a valid metric of observer approval. A “likes”-per-“retweet” ratio of
10 was associated with approval whereas a ratio of 1 was associated with neither approval nor
disapproval.
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Figure S5. Scatterplots of the average approval (across all judges) and the three Twitter metrics (Study S3). Each dot represents a
tweet by a member of U.S. Congress. Metrics were log transformed before analyses to reduce skewness.
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Did the ideology of the judge and/or the party of the tweeter condition how the metrics track
approval? We thus tested the generalizability of the validity of metrics as indicators of approval
by examining whether the positive association between the metric and approval was limited to
judges of a particular political ideology, observers who are or are not on Twitter, and to tweets
by Democratic or Republican politicians. To this end, we added all three main effects and all
possible interactions to the base model to create full factorial models (see Table S16). These
models showed that the “likes”-per-“retweet” metric appears to be a valid indicator of approval
of observers from across the ideological spectrum. The main effect of “likes”-per-“retweet”
reproduced the evidence of the validity of “likes”-per-“retweet” as a metric of approval and the
“likes”-per-“retweet” did not significantly interact with any of the three contextual factors, nor
with their higher order interactions. That is, we found evidence that the validity of “likes”-per“retweet” as a metric of approval generalizes across the political spectrum and for people who
are or are not on Twitter. To illustrate this invariance, we plotted the approval and “likes”-per“retweet” metric for liberals, moderates, and conservatives separately in Figure S6.

22

Supplement
Table S16. Predictors of the approval of an ideologically balanced panel of judges toward 40 tweets by members of the U.S. Congress. All metrics (“likes”-per-“retweet”, “likes”, and
“retweets”) were log transformed and then standardized. Approval was also standardized. Analyses were multilevel models with random intercepts for each judge. Numbers are
unstandardized estimates but because of the standardization of all variables before analyses, all numbers in effect represent standardized estimates (bs).
Predictors of Approval

Metric (Log Transformed and then Standardized)
“Likes” per “Retweet”

Metric

“Likes”

“Retweets”

Basic Model

Full Factorial

Basic Model

Full Factorial

Basic Model

Full Factorial

.178 [.154, .201]***

.130 [.088, .172]***

-.240 [-.262, -.217]***

-.200 [-.240, -.159]***

-.169 [-.192, -.146]***

-.255 [-.324, -.186]***

Judge’s Conservatism

-.096 [-.217, .025]

-.101 [-.221, .02]

.248 [-.007, .502] †

On Twitter

.107 [-.005, .218] †

.103 [-.008, .214] †

.181 [-.054, .416]

Tweeter Party

.167 [.125, .209]***

.184 [.144, .223]***

-.191 [-.368, -.013]*

Metric x Conservatism

.012 [-.042, .067]

-.081 [-.133, -.028]**

-.142 [-.232, -.053]**

Metric x Twitter

.039 [-.011, .089]

-.034 [-.082, .015]

-.030 [-.112, .053]

Metric x Party

-.009 [-.051, .033]

.076 [.035, .116]***

.156 [.087, .225]***

Conservatism x Twitter

.026 [-.117, .169]

.033 [-.109, .175]

-.223 [-.523, .077]

Conservatism x Party

.384 [.330, .439]***

.382 [.330, .433]***

-.005 [-.236, .225]

Twitter x Party

-.083 [-.133, -.033]**

-.077 [-.125, -.029]**

.067 [-.146, .279]

Metric x Conservatism x Twitter

-.035 [-.099, .029]

.071 [.009, .133]*

.103 [-.003, .208]†

Metric x Conservatism x Party

-.051 [-.106, .003] †

.11 [.057, .162]***

.157 [.068, .246]**

Metric x Twitter x Party

-.009 [-.059, .041]

-.036 [-.084, .012]

-.056 [-.139, .026]

-.107 [-.171, -.043]**

-.110 [-.171, -.049]***

-.069 [-.341, .202]

-.019 [-.081, .043]

-.018 [-.124, .087]

Conservatism x Twitter x Party
Metric x Twitter x Party x
Conservatism
Note. † p < .10, * p < .05, ** p < .01, *** p < .001.

.037 [-.027, .101]
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Figure S6. Average approval of liberals, moderates, and conservatives toward 40 tweets my members of the U.S. Congress and
their respective “likes”-per-“retweet” ratios.
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Tangential to the question of validity, we found that tweets by Republican members of Congress
were more “liked” than those issued by Democratic members (main effect of Party). We also
found an ingroup bias (ideology ´ party interaction). For Democratic politicians’ tweets,
conservativism negatively predicted approval (b = -.400, p < .001) whereas conservatism
positively predicted approval towards tweets by Republican members of Congress, (b = .220, p <
.001). This ingroup preference was further qualified by whether or not the judge was on Twitter
(ideology ´ on Twitter ´ party interaction). Respondents who were not on Twitter showed
stronger ingroup biases (bRepublican Politicians = -.493 and bDemocratic Politicians = .280, ps < .001) than
did people on Twitter (bRepublican Politicians = -.345 and bDemocratic Politicians = .198, ps < .001). Finally,
we found an on-Twitter ´ Party interaction such that people who were not on Twitter showed a
stronger preference for Republican over Democratic tweets (b = .228, p < .001) than people who
were on Twitter (b = .083, p < .001).
Our efforts to derive a metric that tracks with approval led to a correction for overall exposure of
the tweet, which prompted a division by the number of “retweets” a tweet received. However,
“retweets” can cause exposure to grow exponentially, as “retweeting” can lead to more exposure,
which can lead to more “retweeting” and exposure. Thus, dividing by “retweets” to the first
power may not be ideal and the “retweets” metric should be raised to some power greater than 1.
To test this idea, we empirically modeled the approval as being related to “likes” per “retweets”
to a variable exponent:
""#$%&"
!""#$%&' = & + * "'%()%%(&"! + +
(1)
Both “likes” and “retweets” were log-transformed in this analysis. The constant, c, was assumed
to be 1 in the prior analyses but is a fit parameter in this one. When c = 1, the model fits the data
at R2 = .153. A least sum-of-squares solution to (1) yielded an exponent c = 1.508 and fit the data
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at R2 = .344. This result suggests that an optimal approval metric might be non-linearly related to
the number of “retweets”.

Discussion
This study found that neither “likes” nor “retweets” predict overt approval. In fact, both metrics
correlated negatively with approval. This is particularly surprising for the “likes” metric and
supports the seemingly self-contradictory statement that tweets that received many “likes” were
probably poorly received by observers. This paradox is likely explained by unfavorably received
tweets getting more attention and exposure than favorably received ones.
The “likes”-per-“retweet” was again a valid indicator of approval in a sample of tweets by
various politicians and with explicit judgments of approval. The validity of this metric
generalized to predicting the approval of liberals, moderates, and conservatives, meaning that the
“likes”-per-“retweet” ratio is likely a valid indicator of the approval of observers from across the
political spectrum. This is particularly important because the ideological leaning of the people
that “retweet” and “like” tweets in large corpuses such as our study of the U.S. Congress is often
unknown. The current results suggest that this blind spot might not be consequential with respect
to drawing inferences from the “likes”-per-“retweet” metric about the approval of Twitter users.
Effect sizes indicative of validity were relatively small, meaning that “likes”-per-“retweet” is not
a perfect indicator of approval, and that there is room for developing an even more valid metric.
However, in large data sets, a small signal may be sufficient to pick up important trends. In
contrast,

Study S4: Many “Retweets” Does Not Imply Approval
Why do people “retweet” uncivil tweets? Past research (Metaxas et al., 2017) found that people
retweet as a way of expressing various forms of positivity toward a tweet. However, this past
study focused on retweeting in general, and did not explore why people might retweet uncivil
messages. In the present study, we examined three possibilities using a mediation approach.
First, people might “retweet” uncivil tweets because they find them to be more entertaining than
civil tweets and want to share something interesting with their followers. Second, people might
“retweet” uncivil tweets because they morally approve of the verbal attack on a mutually disliked
target. Alternatively, people might “retweet” uncivil tweets because they dislike them and want
to “retweet” (perhaps with a disapproving comment) to call out the norm violation and/or express
their disapproval of verbal attacks. And third, people might anticipate that their friends and
followers will feel the same way as they do about uncivil tweets, and “retweeting” will thus start
or add to a bandwagon effect.

Method
Participants. The sample was 161 Americans on TurkPrime; it was 60% male, 74% white, and
78% of participants reported that they were on Twitter. The average participant was 37 years old
(SD = 12). We again used pre-screening questions to achieve a politically balanced sample.
Politically, the sample was 36% Republican, 43% Democrat, and 22% Independent. Each
participant received $1.00.
Procedure. Participants reviewed 20 tweets and rated how uncivil and entertaining each tweet
was, how much they disliked it, and the degree to which their friends would share their view
about the tweet. They then answered two questions about their social motives, reported
demographics (for an unrelated purpose; not analyzed here), and were debriefed.
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Tweets. The sample of tweets was from sitting Democrats and Republicans in Congress that
represented the full spectrum of incivility (see Study S3 for the list). We coded the level of
incivility of each tweet using PerspectiveAPI then randomly selected original tweets that had a
AI-scored incivility score of 0, 10, 20, …, 80, 90. Thus, there were 10 tweets by Democrats and
10 tweets by Republicans. We removed URLs and emojis. Participants read all 20 tweets in
random order. They saw only the text of the tweet. They were not made aware of the name or
party of the tweeter or provided any context. The tweets are shown in Table S10. We used the
actual number of times that each tweet was “retweeted” on Twitter as our measure of “retweets”
(log-transformed).
Judgments. Participants judged each tweet in terms of four qualities. First, they rated how uncivil
each tweet was. Below the tweet text, a question asked, “How uncivil is the tweet?” Reponses
were on a 7-point scale anchored at -1 (very civil), -0.67 (somewhat civil), -0.33 (slightly civil), 0
(neutral), 0.33 (slightly uncivil), 0.67 (somewhat uncivil), and 1.00 (extremely uncivil). The
second question asked, “How entertaining is the tweet?” Responses were on a similar 7-point
scale with the word civil replaced with dull and uncivil replaced with entertaining. And the third
question assessed sentiments, “How do you feel about the tweet?” Responses were on a similar
scale, ranging from very negative to very positive. And the fourth question assessed the
bandwagon effect, the degree to which participants thought their friends would share their
feelings about the tweet: “How do you think most of your friends would feel about the tweet?”,
with response options ranging from very different from me to very similar to me.
Demographics. Along with age, gender, and race, participants reported their party identification
(Democrat, Independent, Republican), ideology (extremely liberal to extremely conservative on a
7-point scale), and whether they are on Twitter.

Results
Each participant made 4 judgments on each of the 20 tweets. We used multilevel models to
estimate relationships, which included random intercepts for each judge. First, we tested whether
tweets that were judged to be uncivil were more entertaining, disliked, and likely to generate a
bandwagon effect in three separate multilevel models (each had one incivility as the predictor
and one mediator as the outcome). We found that uncivil tweets were more entertaining and
disliked, but less likely to support a bandwagon effect (as in, they were divisive; see Figure S7).
Second, we tested the partial relationships between the mediators and the number of “retweets”
by entering incivility and the three mediators as simultaneous predictors of the number of
“retweets” in a multilevel model. Here, we found that tweets that were found to be entertaining
received more “retweets”, but disliked tweets and bandwagon supporting tweets did not. And
third, we found that the tendency for uncivil tweets to receive more “retweets” was somewhat
diminished when controlling for these three mediating factors.
Figure S7. Results of mediation analyses explaining why people tend to “retweet” uncivil tweets. The three tested explanations
were that people “retweet” uncivil tweets because they find them entertaining (supported), because they dislike them and want to
express their disapproval (unsupported), and to create or join the bandwagon (they think their peers agree with them about the
uncivil tweet; unsupported). Statistics represent unstandardized estimates from multilevel models. Solid lines and boldface font
represent statistically significant results. Dotted lines and regular font represent effects that did not reach significance. *** p < .001
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Discussion
Study S4 found that uncivil tweets were “retweeted” because they were found to be entertaining
and/or funny. Whereas past research (Metaxas et al., 2017) found that people “retweet” in
general to express approval, we found no evidence that the elevated retweeting of uncivil tweets
per se was linked to approval. Thus, the elevated “retweeting” of uncivil tweets is not an
indication that the Twitter community approved of the content.

Study S5: Congressional Speeches & Presidential
Debates
To explore whether the rise in incivility on Twitter generalized to other contexts, we examined
trends in incivility in congressional speeches and presidential debates over decades.

Methods
Congressional speeches. We downloaded the U.S. Congressional Record, which
contains the verbatim transcripts of all speeches delivered on the floor of the U.S. Congress
between January 4, 1995 (when transcription began) and January 31, 2020 from
https://github.com/billegar1/congress.gov-scrape. The data set had 432,312 speeches in total,
which contained 5,046,910,384 words. Names of the speakers were available for fewer than 40%
of speeches so we did not attempt to unite the Twitter and Congressional Record data sets. The
number of speeches in Congress was relatively uniform over the period of study.
Presidential debates. We acquired the transcripts of the Presidential debates between 1976-2016
from https://www.debates.org/voter-education/debate-transcripts/, which spanned the entire time
span of debate transcripts without gap election cycles (the database has the 1960 transcript, then
skips 1964–1972). Each debate transcript divided the text into statements (paragraphs). We
therefore used the statement as the unit of analysis. There were 13,213 statements across all
years, 4,089 of which were not from a Democrat or Republican Presidential or Vice-Presidential
candidate (e.g., moderators, audience members). We excluded these in all analyses, leaving
9,124 statements by Democratic and Republican nominees. Statements were 53 words long on
average (SD = 68), range 1-765.
Incivility. To code the incivility of each statement, we had Python code transmit one
speech/debate statement per second to http://perspectiveapi.com. PerspectiveAPI can analyze
any text up to 3000 characters in length. No debate statements exceeded the 3000-character limit.
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However, 9.2% of Congressional speeches were longer than 3000 characters. For these long
speeches, we split the text into 3000-character segments, analyzed the incivility of each, and then
averaged the incivility across all segments for each speech. A few (0.4%) of speeches were more
than 60,000 characters in length; for these, we analyzed and averaged the first 60,000 characters
(20 segments).

Results
Congressional speeches. We tested whether incivility increased or decreased over time in
speeches of members of U.S. Congress and in Presidential debates (Figure S8). A multilevel
model with random intercepts for each chamber of government (Senate vs. House of
Representative) revealed that incivility declined over the 25 years under study from 12.2 in 2009
to 9.9 in 2019, representing a 19% decrease from. Incivility declined precipitously between
2010-2011, which was around the time that Twitter began to be widely used. Was the overall
decline in incivility attributable to the precipitous decline in early 2011? To test this possibility,
we split the sample on January 1, 2011, and tested whether incivility declined before and after
that date. Our analyses confirmed that incivility declined in the Congressional Record both
before and after 2011 (see Table S17).
Figure S8. Changes in levels of incivility in Congressional speeches and presidential debates. Error bars represent 95% CIs.
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Table S17. Results from multilevel models testing whether incivility increased or decreased over time in the floor speeches of
members of Congress (in the Congressional Record) in the spans of 1995-2020, 1995-2010, and 2011-2020. Time was in units of
years, and centered at the mean (mid-2007). Numbers in brackets represent 95% confidence intervals. † p < .10, ** p < .01, *** p <
.001.
Time Span
Predictor of Incivility

1995-2020

1995-2010

2011-2020

Intercept

11.21 [5.68, 16.74]***

11.59 [-0.08, 23.27] †

11.29 [6.47, 16.12]*

Time (years)

-0.085 [-0.088, -0.082]***

-0.023 [-0.029, -0.017]***

-0.089 [-0.102, -0.075]***
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Presidential debates. We conducted a multilevel model, with random intercepts for each debate.
Predictors of incivility were time (in years), political party (1 = Republican, -1 = Democrat), and
their interaction. Including all years (1976-2016), we found no effect of time, a main effect of
party (Democrats scored higher on incivility), and an interaction.
Observing Figure S8, we can see that the 2016 debates deviated from the historical trend. We
observed in the analysis of Presidential tweets that President Trump’s language tended to be
more uncivil than his counterparts, and reactions to President Trump tended to be more uncivil
than other statements from the same politicians. We therefore considered trends in incivility prior
to the 2016 debates (see Table S18) and found that incivility declined in Presidential debates
prior to 2016, a result that mirrors the general decline in incivility in the speeches of Congress
between 1995-2019.
Table S18. Results from multilevel models testing whether incivility increased or decreased over time in Presidential debates, and
whether it depended on the political party (1=Republican, -1=Democrat) in 44 years of Presidential debates (1976-2016) and in the
pre-Trump era (1976-2012). Time was in units of years. Numbers in brackets represent 95% confidence intervals. † p < .10, * p <
.05, ** p < .01.
Predictor of Incivility

Time Span
1976-2016

1976-2012

(Intercept)

18.129 [-125.605, 161.863]

192.905 [72.645, 313.165]**

Time

-0.002 [-0.074, 0.070]

-0.090 [-0.150, -0.030]**

Party

-47.889 [-90.135, -5.644]*

-38.013 [-83.799, 7.774]

Time ´ Party

0.024 [0.003, 0.045]*

0.019 [-0.004, 0.042]

-0.032 [-0.11, 0.047]

-0.106 [-0.175, -0.038]**

0.028 [-0.059, 0.115]

-0.068 [-0.137, 0.000]†

All Presidential Candidates

Democrats
Time
Republicans
Time
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